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Path Reconstruction in Dynamic Wireless Sensor
Networks Using Compressive Sensing

Zhidan Liu, Zhenjiang Li, Member, IEEE, Mo Li, Member, IEEE, Wei Xing, and Dongming Lu

Abstract—This paper presents CSPR, a compressive-sensing-
based approach for path reconstruction in wireless sensor net-
works. By viewing the whole network as a path representation
space, an arbitrary routing path can be represented by a path
vector in the space. As path length is usually much smaller than
the network size, such path vectors are sparse, i.e., the majority
of elements are zeros. By encoding sparse path representation
into packets, the path vector (and thus the represented routing
path) can be recovered from a small amount of packets using
compressive sensing technique. CSPR formalizes the sparse path
representation and enables accurate and efficient per-packet
path reconstruction. CSPR is invulnerable to network dynamics
and lossy links due to its distinct design. A set of optimization
techniques is further proposed to improve the design. We eval-
uate CSPR in both testbed-based experiments and large-scale
trace-driven simulations. Evaluation results show that CSPR
achieves high path recovery accuracy (i.e., 100% and 96% in
experiments and simulations, respectively) and outperforms the
state-of-the-art approaches in various network settings.

Index Terms—Bloom filter, compressive sensing, packet path
reconstruction, wireless sensor networks.

I. INTRODUCTION

T HE PER-PACKET routing path serves as the meta-in-
formation for understanding detailed wireless sensor net-

works (WSNs) behaviors in many network maintenance and
diagnosis situations, e.g., routing dynamics [38], detection on
routing holes [13] or wormholes [9] or even per-hop per-packet
transmission delay [15], network diagnosis [23], [28], [33], etc.
Reconstructing per-packet routing path information, however,
has been known to be nontrivial. WSNs are self-organized and
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usually deployed in dynamic environments. The underlying net-
work topology constantly changes, and no fixed routing path can
be expected for each node. A straightforward solution to reveal
the packet path is to record the complete path during packet for-
warding, e.g., storing the ID sequence of all relay nodes, in each
packet. The introduced overhead linearly grows with the path
length, far from scalable.
There have been many efforts made to address the per-packet

path reconstruction problem in WSNs. The method that iden-
tifies packet paths via hash values triggers disastrous compu-
tation overhead [25]. Some methods reconstruct path informa-
tion by leveraging interpacket correlation in sufficiently stable
and reliable networks [16], [20]. However, according to our
investigation on the practical packet trace from CitySee [29],
a real-deployed and large-scale WSN, we observe nonnegli-
gible topology variation (e.g., up to 28% packets experienced
parent changes) and high packet loss (e.g., up to 55% packets
lost for some nodes) all the time. Both topology instability and
packet loss significantly deteriorate existing path reconstruction
methods in practical WSNs. To cope with above issues, we at-
tack the path reconstruction problem from a new perspective,
which requires no interpacket correlations and thus makes the
solution insensitive to network dynamics and lossy links.
The key insight of our design is as follows. The length of

a routing path is usually much smaller than the network size.
As a concrete example, the maximum path length reported in
CitySee [29] is only 20 hops in comparison to its network size
of 1200 nodes. Therefore, we can construct a path representa-
tion space, the number of whose dimensions equals the total
number of nodes in the network. In such a representation space,
an arbitrary routing path can be represented by a path vector,
where each element corresponds to a node in the network. The
path vector sets the hop numbers for nodes on the path and zeros
for those not involved in the path. As the path length is much
smaller than the network size, such path vectors are thus sparse,
i.e., the majority of elements are zeros. The path reconstruc-
tion becomes a problem of unveiling all existing path vectors
hidden in the representation space. If all nonzero elements of
a path vector can be encoded (with few bytes) into the packets
forwarded along the path, we can recover the path vector (and
thus the represented routing path) based on a small amount of
packets using compressive sensing technique [5], [12].
In this paper, we propose a Compressive-Sensing-based

Path Reconstruction method, CSPR, which formalizes the
sparse path representation and leverages compressive sensing
to recover routing paths. CSPR lets intermediate nodes briefly
annotate the transmitted packets and classifies packets traveling
along different paths into different groups. For a particular
path, the forwarded packets encode independent observations
and CSPR performs compressive sensing to recover the path
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when a certain amount of packets (and the annotations) is
collected. The path reconstruction by CSPR requires no inter-
packet correlations and utilizes only a small number of received
packets. CSPR is thus invulnerable to topology dynamics and
lossy links. On the protocol level, CSPR introduces only small
and fixed overhead in annotating each packet, which could
be optimized accordingly for practical WSNs (e.g., 8 B per
packet for a network with 245 nodes). In addition to the basic
design, we further propose a set of optimization techniques
to gradually shrink the representation space and reduce the
sparsity of unrecovered path vectors. The numbers of packets
needed for remaining path reconstructions are lowered, and
processing is thus accelerated. To examine the performance of
CSPR, we first evaluate our method using a 29 TelosB mote
testbed. The experiment results validate the feasibility and
applicability of CSPR in practice. We further conduct extensive
and large-scale trace-driven simulations to examine the effi-
ciency and salability of CSPR. Compared to the state-of-the-art
methods, CSPR achieves higher path recovery accuracy (i.e.,
100% and 96% for experiments and simulations, respectively)
with comparable overhead (8 extra bytes per packet).
The rest of this paper is organized as follows. The path recon-

struction problem and themotivation of our design are presented
in Section II. The design of CSPR is detailed in Section III. In
Section IV, we evaluate CSPR through testbed experiments and
trace-driven simulations. We review related works in Section V.
Section VI concludes this paper.

II. PROBLEM STATEMENT AND MOTIVATION

A. Path Reconstruction Problem
A WSN consists of a number of sensor nodes and a sink. All

sensor nodes generate and relay packets to the sink. To collect
packets, the sink builds a routing structure, e.g., data collection
tree [17], [22], information potential [19], [21], etc., covering all
the sensor nodes in the network. After generating one packet, the
source node forwards it to its parent node, and the packet will be
further forwarded until it reaches the sink. Due to the network
dynamics, each node will periodically search for the best parent
node. The routing path from each node to the sink thus may
change. At the sink, a path reconstruction method is desired to
recover the path each packet traveled. One packet path is an ID
sequence from the source of the packet to the sink, including
IDs of all intermediate nodes relaying this packet and their hop
numbers as well.
There have been many efforts made to address the path re-

construction problem (as reviewed in Section V). Two state-
of-the-art methods, MNT [20] and Pathfinder [16], have been
recently proposed. MNT [20] reconstructs per-packet path by
exploiting interpacket correlation, i.e., a relayed packet and its
adjacent packets locally generated at any node are usually for-
warded to the same next hop. Such local packets serve as an-
chors of the relayed packet at node . As the first-hop receiver
is recorded in packets, the path of a packet can be obtained
by concatenating the first-hop receivers of all its anchors. Im-
proving on MNT, Pathfinder [16] tolerates certain inconsistence
in interpacket correlation via explicitly recording inconsistence
in packets. The reconstruction failure occurs once the inconsis-
tence exceeds the tolerance capacity. To accurately locate an-
chors, Pathfinder further imposes the packet generation rate of
each node to be identical and fixed. Both MNT and Pathfinder

require stable network topology such that interpacket correla-
tion can be captured. The practical WSNs, however, behave dy-
namically and the wireless links are far from stable [11], [18]
(as we will demonstrate in Section II-B). Both network dy-
namic and packet loss have strong impacts on the anchor iden-
tifications, and thus deteriorate the performances of MNT and
Pathfinder.

B. How Packet Routing Behaves in Practical WSNs

We investigate the packet trace from a real-deployed and
large-scale WSN CitySee [29], and discuss how practical
routing behaviors impact the path reconstruction performances
of the state-of-the-art methods as well. The CitySee, deployed
in Wuxi city, China, contains more than 1200 sensor nodes
for monitoring urban environmental factors, including carbon
dioxide, temperature, humidity, light, etc. Sensor nodes gen-
erate data every 10 min, encapsulate data into a single packet,
and transmit packets to the sink with CTP [17] in a multihop
manner. Each packet possesses a default CTP packet header
including following common fields: source address, ID of the
node generating this packet; sequence number, order of the
packet generated from the source; first-hop receiver, parent
node ID of the packet's source; and hop count, length of path
traveled by the packet. Each packet further records the first
10-hop node IDs for future analysis. The packet trace from a
subnetwork of 245 nodes with a collection period of one week
is available for our study. Such partial network covers about
16 km area with the average and maximum routing path length
as 7 hops and 12 hops, respectively.
With CitySee packet trace, we examine the topology change

and packet loss, which are most relevant to the stability of
WSNs [6]. For each node, one topology change is indicated
by the first-hop receiver (i.e., parent) difference between
two consecutively generated local packets. The topology
change rate of a network is defined as the average of ratios

% for each node within
certain time duration, where the numerator indicates the total
parent changes of each node in the time window. Similarly, for
each node, one packet loss is indicated by a sequence number
missing. The packet loss rate of a network is further defined as
the average of ratios %
for each node within certain time duration.
Topology change rate indicates the topology stability of a

network, which reflects the validity of the interpacket cor-
relation assumption made in existing path reconstruction
methods [16], [20]. Fig. 1(a) depicts the topology change rate
in CitySee with 2-h time window of measurement. From the
figure, we observe that the average and maximum topology
change rates at all time windows are about 12% and 48%,
respectively. In Fig. 2, we summarize the CDF of topology
change rates of all nodes during one week. For most nodes,
the rate is as high as 10% and the maximum rate reaches up to
28%. Due to the instable topology, each node would transmit
packets to the sink via different paths. In Fig. 3(a), we plot
the number of routing paths formed in the packet trace as time
goes by. The average number of paths starting from a node
persistently increases and finally on average each node has 76
paths. All this evidence demonstrate that network topology
suffers from severe instability and the interpacket correlation
may not be well validated in practice. In Section IV, we have



1950 IEEE/ACM TRANSACTIONS ON NETWORKING, VOL. 24, NO. 4, AUGUST 2016

Fig. 1. Average (a) topology change rate and (b) packet loss rate of all nodes
at each time window.

Fig. 2. CDF of topology change rates and packet loss rates of all nodes in the
CitySee packet trace.

Fig. 3. (a) Average number of paths for each node. (b) Distribution of packet
volumes for all groups.

implemented both MNT and Pathfinder. By analyzing their
detailed executions, we find that the topology dynamics could
solely cause about 10% and 1% of anchor misidentifications,
which directly lead to path reconstruction failures. Pathfinder
outperforms MNT at the cost of explicitly recording certain
topology changes in each packet.
Packet loss rate reflects the reliability of packet receptions.

Packet losses will hide the interpacket correlation, e.g., anchor
availability, and deteriorate performances of methods relying
on such correlation. Fig. 1(b) depicts the packet loss rate in the
packet trace, with 2-h time window. From the figure, we see that
the packet loss rate changes rapidly with the average ranging
from 17% to 69%. In Fig. 2, we summarize the CDF of packet
loss rates of all nodes during one week. The distribution mainly

Fig. 4. (a) Wireless sensor network model. Source node 7 transmits 20 packets
to the sink via 3 different routing paths, e.g., 5 packets on path . (b) Sparse
representations of the three routing paths in the whole network space.

concentrates in the range between 15% and 35%, with the max-
imum rate as high as 55%. By analyzing the detailed executions
ofMNT and Pathfinder, we find that with such a high packet loss
rate, about 49% and 35% packets fail to identify anchors, which
directly result in path reconstruction failure for those packets.
With the joint impacts of topology dynamics and packet

losses, we find that in the large-scale and dynamic WSN
CitySee, 59% and 36% packet paths might not be success-
fully reconstructed by the state-of-the-art methods MNT and
Pathfinder, respectively. This motivates us to explore a solution
insensitive to both network dynamics and lossy links.

C. Path Reconstruction From Sparse Path Representation
Sparse Representation of Routing Paths: Since sensory data

in WSNs are usually collected with a direct acyclic graph
(DAG) routing structure (e.g., data collection tree), the path
length is thus in the order of , where is the total
number of nodes in the network. According to the statistical re-
sults of all paths formed in CitySee packet trace, the path length
ranges between 2 and 12 hops, which are much smaller than the
network size 245. We can construct a path representation space
. The dimensionality of equals the total number of nodes in

the network, and each dimension corresponds to one node. In
such a representation space, any routing path can be presented
by a path vector. According to whether a node is involved in the
routing path, the path vector sets either hop number or zero for
its corresponding element. As the path length is much smaller
than the network size, the path vector is thus sparse, i.e., the
majority of elements in the vector are zeros.
Fig. 4 illustrates the sparse path representation with a net-

work containing 10 nodes. We construct the path representation
space including
all nodes. An arbitrary in-network path can be represented by a
path vector in . For example, path is represented as

. Node 7 is the source node and could
be known from the packet header. Hence, the element is not
considered in and thus assigned as 0. As nodes 6, 3, and 1
serve as the first, second, and third hop relay, respectively, in
path , thus and . All other elements
irrelevant to are zeros in . The sparsity of this path vector
is 3 (out of 10). Other path vectors, e.g., and , can be sim-
ilarly constructed.
Compressive-Sensing-Based Path Reconstruction: Based on

sparse path representation, the path reconstruction thus becomes
a problem of unveiling all existing path vectors hidden in the
path representation space . Packets from the same source may
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travel different paths to the sink, while the paths implicitly clas-
sify packets into different path groups, i.e., all packets in one
group travel exactly the same path. After the paths of all path
groups get reconstructed, the path of each packet is obtained as
well.
For the path vector of a routing path, if its nonzero elements

can be encoded into each packet forwarded along the path, it
is viable to recover the vector (and thus the represented path)
based on a small amount of packets using compressive sensing
[5], [12]. In particular, for any path vector in space with
sparsity , where , the compressive sensing
theory states that , instead of , independent equations are
sufficient to solve the unknowns in , where . The

independent equations can be acquired by projecting to a
measurement matrix , where is an -dimension
vector and is an matrix. If satisfies the Restricted
Isometry Property [4], can be exactly recovered by solving
following -minimization problem:

s.t.

when , where is a small positive constant [4].
The above compressive-sensing-based approach makes path

reconstruction for each path group independent, and can re-
cover the path for a group of packets once sufficient packet
are accumulated. As a result, this approach requires no inter-
packet correlation, which makes itself inherently invulnerable
to network dynamics and lossy links. On the other hand, once a
path is recovered, the path for all future packets residing in the
same group becomes immediately available, which avoids re-
peatedly triggering path reconstruction for each received packet
and largely reduces the computation overhead.
Design Challenges: Translating the idea of compres-

sive-sensing-based per-packet path reconstruction to a practical
system, however, encounters a set of challenges as follows.
1) Accurate Packet Classification: Packet classification into

each path group must be accurate. Fig. 3(a) plots the average
number of paths (each path one path group) formed in the packet
trace as more and more packets are received by the sink. Ac-
cording to the statistics, we observe significant differences ex-
isting in the number of paths for each node, e.g., the maximum
number of paths of some node could even reach 199. It is vital
to distinguish each individual path and classify the packets into
the right group. Packet misclassification will lead to path recon-
struction error for one group. Therefore, packet classification
must have high accuracy.
2) Lightweight Per-Packet Annotation: To enable the

compressive-sensing-based path reconstruction, packets need
to carry encoded information for all nonzero elements of the
path vectors representing their traveling paths. In particular,
when one packet is relayed by an intermediate node, the node
needs to annotate its hop number along the path into the packet
header. As a result, packet header is updated hop by hop. The
annotation overhead must be small. In particular, the anno-
tation field in the packet header should be small in size and
remain constant (not increase with the path length). In addition,
updating should be performed in a distributed manner without
introducing any centralized control.
3) Short Per-Packet Path Recovery Delay: From Fig. 3(b),

we observe that the packet volumes for all path groups within
one week are highly heterogenous. About 50% path groups

Fig. 5. System architecture of CSPR.

include fewer than 5 packets, while some path groups (about
5.5%) contain more than 50 packets. To perform compres-
sive-sensing-based path reconstruction for one path group, the
number of packets (one annotation as one measurement for
each packet) accumulated in this group should be at least to
ensure a good recovery quality. Some path groups, however,
cannot accumulate sufficient packets even after a long time. As
practical requirement, per-packet path recovery delay should
not be excessively long.

III. DESIGN OF CSPR

CSPR consists of two parts, the in-network part for path in-
formation encoding and the server part for per-packet path re-
construction. The system architecture of CSPR is depicted in
Fig. 5. We will present the system overview first and then detail
each component.

A. CSPR Overview

Several fields in the packet header are used by CSPR to carry
packet information, as depicted by Fig. 5. is the packet
sequence number. is source address of the packet.
records the path length. is a Bloom filter to space-efficiently
record the IDs and corresponding hop count information of all
relay nodes. stores the encoded measurement along the
path. All the five fields are initialized at the source node. In
particular, and keep unchanged after initialization,
whereas , and are updated at each intermediate
hop. Note that , and can be found in the default
packet header, e.g., CTP packet header, and only two fields,
and , are additionally introduced by CSPR. The extra over-
head to each packet is thus slight, e.g., 6 B of and 2 B of

for a network with 245 nodes. We detail the in-network
updating of packet header in Section III-B.
CSPR adopts a 3-tuple key, , to identify

the path of a packet. For all received packets, CSPR first distin-
guishes their paths according to , and then differentiates
those from the same source based on . Finally, is used
to distinguish paths owning the same and . If two
packets have the same 3-tuple key, they are considered to travel
the same path and will be classified into the same path group.
At the sink, CSPR maintains a database, where each entry is
indexed via the 3-tuple key and corresponds to a unique path
group. When a packet is received, CSPR extracts the 3-tuple
key from the packet header and looks for a matched entry in
the database. If the matched entry has already recovered the
path, the path for the packet becomes immediately available. If
an entry is matched yet the path is not ready, CSPR launches
path reconstruction when sufficient packets are accumulated.
If no entry matched, CSPR creates an entry for the new path
group indexed by the 3-tuple key of the packet. We detail the
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compressive-sensing-based path reconstruction component in
Section III-C.
As improvements on the basic design, a set of optimization

techniques is proposed to gradually shrink the path representa-
tion space and reduce the sparsity of unrecovered path vectors.
The number of packets needed by compressive sensing is ac-
cordingly lowered such that the remaining path reconstructions
are accelerated. In addition, CSPR can launch a remedy scheme
if some path groups fail to recover their paths after an excessive
long delay. We detail those components in Section III-D.

B. In-Network Path Information Encoding

In this section, we introduce the in-network updating of the
last three fields , and in turn.
Updating of : The field of each packet is initialized

to 0 by the source and increased by one at each intermediate hop
along the path. At each intermediate hop, is updated prior
to both and as the updating of the latter two fields
relies on the new value. When a packet arrives at the sink,
we can know the packet path length through the field, while
we cannot infer the hop count information for each intermediate
node along the path relying on this filed at the server side.
Updating of : Bloom filter is an -bit array associated

with independent hash functions, where and are two
parameters to be determined (detailed in Section III-C). The

field of each packet accommodates an -bit array, and
sensor nodes use the same set of independent hash func-
tions , to update . Different arrays
represent different path information. Initially, all bits in the

field of a packet header are set to 0. At each intermediate
hop, the node compresses its existence into the field as fol-
lows. hash values

, are first obtained by feeding the product of node ID
and hop count in the field to the hash functions.

Then, the bits of the field are set to 1 by that relay node,
.

Updating of : The field in each packet is also ini-
tialized as 0 by the source and updated along the path. At each
intermediate hop, the node encodes its hop number along the
path in . In particular, the node multiplies the updated
value with a random coefficient and adds the product with cur-
rent value. We design such a field for the purpose of re-
covering sparse path vector via compressive sensing technique.
The reason that CSPR adopts both and to encode

the path information is because: if CSPR only uses , it
cannot group packets from the same routing path, and if CSPR
encodes the path information with merely (even with a
larger size), it needs the topology information to enumerate all
possible intermediate nodes, which results in enormous com-
putation overhead and plenty of false positive results. By com-
bining and , CSPR can accurately classify packets and
reconstruct their corresponding paths.
When CSPR later recovers the path for a set of received

packets in one path group, it solves equation to obtain
using compressive sensing technique. The path vector is

a column vector with elements. Each element represents
one node in the path representation space . If a node is in-
cluded in the path represented by , the corresponding element
indicates its hop number; otherwise, element is zero. In the
equation, each element in is the final value of one

Fig. 6. Path information encoding process for a packet on path in Fig. 4.
CSPR finally can extract a 3-tuple key from packet at the sink.

packet and the corresponding row in can be represented by
, where means that if node relays the

packet, will be the coefficient multiplied with value,
. The product of and essentially replays the

updating process of along the path.
Before the reconstruction of , we are not aware of which

finally participates in the updating. We have to provide
complete in for the compressive sensing recovery. To avoid
explicitly acquiring such information from each node in the net-
work, we introduce a dictionary-based strategy working in a
fully distributed manner. Each node is configured with a coeffi-
cient dictionary , stored in the RAM. To update the field
for a packet, node multiplies the updated value with the
th coefficient in , where and is the

size of . Each is made up by Gaussian random numbers,
and the CSPR server is aware of the dictionaries of all nodes
in the network. Coefficients in all dictionaries are generated in-
dependently. As a result, different nodes have different dictio-
nary elements. In our current design, each coefficient occupies
2 B and each dictionary contains 100 independent coefficients.
The 200-B storage overhead accounts for only 2% storage oc-
cupancy to commercial sensor motes, e.g., TelosB with 10 kB
RAM [1].We could synchronize the generation of random num-
bers between nodes and server via global seed [26], while at the
cost of reducing coefficient randomness.
Fig. 6 illustrates the path information encoding for a packet

on path in Fig. 4. For ease of illustration, we simply set
and for the Bloom filter. Source node 7 generates packet
with equaling 3 and initializes , and

to 7, 0, 0x00, and 0, respectively. At each hop,
and are updated. For instance, at node 5, is increased
from 2 to 3. Two hash values are and

. The is thus updated by setting the first and
fourth bits to 1. The is updated by adding the product of the
updated (i.e., 3) and the third coefficient in to current

value.

C. Compressive-Sensing-Based Path Reconstruction
In this section, we first present the packet classification mech-

anism in CSPR, and then detail the compressive-sensing-based
path reconstruction with path verification scheme to ensure the
reconstruction correctness.
Packet Classification: For each received packet, CSPR

extracts the 3-tuple key, , from the packet
header and then classifies it into a path group. A path group
is designed to contain packets traveling the same path. At the
sink, CSPR manages all path groups with a database. One
database entry is indexed via the 3-tuple key and corresponds
to a unique path group. Each entry is further allocated with a
piece of buffer to accommodate the packets belonging to this
group. An entry also has an indicator Flag to tell whether the
path gets recovered. When a packet is received by sink, CSPR
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Fig. 7. False positive rates under various combination setting of and .

extracts the key from the packet header and looks for a matched
entry. If a matched entry exists, the packet is inserted into the
allocated buffer. Furthermore, in case the indicator Flag is
true, CSPR checks whether the recovered path of this group is
valid for the packet through the path verification component
(as described later). When the Flag is false, however, CSPR
will recover the path if the amount of packets accumulated in
the group is sufficient (the number will be given later). On the
other hand, if no entry matched, CSPR creates an entry for this
new path group, initializes Flag as false, and inserts the packet
into the buffer.
The packet classification using the 3-tuple key might lead

to misclassification since the comparison result between two
Bloom filers could be false positive, i.e., different paths possess
the same -bit array. However, with a proper parameters and

settings of the Bloom filter, misclassification rate could be
low. The setting of trades off between packet overhead and
classification accuracy. A lager leads to a lower false posi-
tive probability yet more overhead to each packet. According
to Bloom filter theories [3], [36], given the false positive rate
to tolerate and the routing path length , the optimal Bloom

filter size will be about , with the corresponding
number of hash functions being . Therefore, the key
of the Bloom filter configuration is to set the parameter . The
optimal setting can achieve the best tradeoff between the over-
head and the false positive rate. In principle, we prefer to set
as the maximum routing path length, which can achieve a low
false positive rate. For the CitySee packet trace, the maximum
path length (excluding the source and destination) observed in
the trace is 10. Fig. 7 depicts the false positive rate when
varies from 16 to 56, where we set to determine ,
for the CitySee packet trace. From the figure, we see that the
false positive rate is generally not high, i.e., . In partic-
ular, when is larger than 40, the false positive rate is smaller
than 0.001. Although the above setting can achieve a low false
positive rate using a small number of hash functions, the max-
imum path length information is usually unknown in a practical
system before the deployment. To address this issue, in CSPR,
we propose to set as , where is the total number of
nodes in the network. The network size usually can be deter-
mined before the deployment. We further test the performance
of this practical approach. Since the CitySee packet trace con-
tains 245 nodes in total, we set as , and thus
the optimal is . From the result, we find that the false
positive rates are small in general as well. The packet misclas-
sification cases can be negligible as long as we configure the

Bloom filter carefully. With a balance between the classifica-
tion accuracy and packet overhead, we configure Bloom filter
using and % in CSPR, e.g., for
the CitySee trace.
As long as sufficient packets, truly belonging to the same path

group, are received, our path reconstruction method can still re-
cover the path even if certain misclassified packets are mixed in
the reconstruction. Moreover, after a routing path is recovered,
a path verification component is used to further verify the recon-
struction correctness, which can also eliminate all misclassified
packets from the group as well. As a result, CSPR is not vulner-
able to packet misclassification, while accurate classification is
still preferred as high accuracy ensures that more paths could be
recovered with shorter latency.
Path Reconstruction: Based on the encoded measurements

in received packets, CSPR recovers the path for a path group
using compressive sensing technique. Concretely, for one path
group, CSPR solves to obtain the path vector for
path recovery. Each element in , denoted as , is the
value of a received packet . The corresponding row in is
represented by , where is the

th coefficient in the coefficient dictionary
of node and is the sequence number of packet . If the
elements in are known, the product of and replays the
updating process of the field along the path of packet .
Therefore, . For the path reconstruction problem, both
and are knownwhile the elements in are unknowns. In

principle, independent equations are needed to obtain , and
each equation corresponds to one received packet.
Since path vector is sparse, it can be recovered using

rather than equations by leveraging compressive sensing.
Therefore, as long as packets are accumulated by one path
group, the vector can be recovered. We use the values
from packets to form an -dimension column vector , i.e.,

. For each packet out of packets,
we further use its sequence number to select coefficients
from coefficient dictionaries of all nodes in the path represen-
tation space to construct . All
together form an matrix

...
...

...
. . .

...
(1)

Since all coefficients in follow the Gaussian distribution, the
measurement matrix satisfies the RIP condition [26]. In ad-
dition, if the number of packets in the path group is sufficient,
at least , we can apply the compressive sensing tech-
nique to recover the path vector . A variety of compressive
sensing solvers can be used to obtain . However, most of them
provide no confidence for the reconstruction quality. As a re-
sult, might not be correctly reconstructed. In CSPR, since the
sparsity of , i.e., path length indicated by the field, is
known prior to the path reconstruction, we adopt a more ad-
vanced solver CoSaMP [31] that requires the vector sparsity as
input. If CoSaMP outputs a recovered result, the result is correct
with a high probability. Otherwise, CoSaMP outputs “Fail” in-
stead. Furthermore, CoSaMP can tolerate certain noises mixed
in , and the path vector can be recovered even if somemisclas-
sified packets are included. In particular, CoSaMP could recover
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if the number of correctly classified packets is greater than
when according to recent study [5].

In CSPR, after a packet is received, if the path group this
packet belongs to has not recovered its path yet, the server
checks whether the number of packets in the group exceeds .
The path reconstruction will be performed if the threshold is
reached. If CoSaMP returns “Fail,” more packets are expected.
If CoSaMP returns a valid result, CSPR executes path verifica-
tion component to further ensure its correctness.
Path Verification: Given a recovered path and a packet, the

path verification component verifies whether the recovered path
is valid for the packet via path vector of the recovered path and

value of the packet. More precisely, for a packet with se-
quence number , we calculate the product of and , where

and in is the th co-
efficient in . As coefficients are randomly
Gaussian, it is highly improbable for two packets traveling two
different paths yet leading to the same value. Therefore,
if is equal to the value of the packet, the recovered
path is valid for this packet.
When a path is newly reconstructed, this component is

executed to verify the correctness of path for a path group.
It is also used to eliminate all misclassified packets due to
Bloom filter collision. If path is only valid for the minority
of packets in the group (e.g., %), the path recovery is
considered to be failed, e.g., an incorrect output from CoSaMP.
The path reconstruction will be performed after more packets
are received. Otherwise, path is viewed as the correct path,
and the corresponding Flag of this group is changed to be true.
However, we exclude all packets failed in the check from
current group and form a new group, with Flag as false, for
those packets. Since the new group has the same 3-tuple key
with current group, we introduce as the secondary key, an
auto-increment key, to further distinguish entries in database
with the same 3-tuple key.
The recovered paths will benefit all future packets traveling

on them. When a group with recovered path receives a packet,
CSPR just simply invokes the path verification component to
check whether the packet truly traveled the recovered path. If
yes, this packet obtains its path immediately. In CSPR, for a
given 3-tuple key, path groups are matched with the packet fol-
lowing the ascending order of keys. At worst, the packet
might be assigned to a newly formed path group. Thanks to iden-
tifying each individual path, a large number of packets could
have their path with no recovery delay and meanwhile CSPR
avoids huge computation overhead, which will be demonstrated
in our evaluations.

D. Optimization

In this section, we propose a set of optimization techniques
to improve the performance of our basic design.
Reduction of Path Representation Space: This optimization

aims to reduce the number of elements in a representation space
by continuously monitoring the network topology. The min-
imum number of packets required to recover a length of path
is , which is proportional to the space size . The
basic design utilizes all nodes in the network to form the
space. This component tries to reduce the space size for each
path group and thus reduces its needed packets for path recon-
struction. For any node , CSPR maintains a first-hop receiver

set , which is learned from received packets (via the first-hop
receiver field in packet header) and recovered paths (the next
hop of node along a path). All elements in have ever re-
ceived packets from node . The reduced representation spaces
for all groups with the attribute as node are the same,
denoted as . Elements of are added in an iterative manner:
1) elements in belong to ; 2) elements in , where ,
belong to .
We take node 9 in Fig. 4 as an example to illustrate the for-

mation of . The first-hop receiver set of node 9 contains
5 and 8. By iteratively including all first-hop receivers of nodes
in finally contains 2, 5, 8, and 10. Compared to original
space , the size of is reduced from 10 to 4. From our in-
vestigation on the CitySee packet trace, we find the average and
maximum reduced representation space sizes are only 39 and
104 respectively, which are much smaller than the total number
of nodes 245 in the network.
Even with sufficient packets, path reconstruction based on the

reduced representation space might be unsuccessful unless all
intermediate nodes of the path are included in the reduced space.
As it is hard for CSPR to explicitly determine whether all inter-
mediate nodes are included, we thus use the reduced represen-
tation space as a backup scheme. For each path group, CSPR al-
ways use the original -dimension representation space for the
reconstruction. If the reconstruction fails, CSPR recovers one
more time using the reduced space. If the second reconstruction
succeeds, CSPR will launch the path verification component to
verify the correctness of the recovered path; Otherwise, CSPR
waits for more packets and performs the next round reconstruc-
tion, still starting from the -dimension representation space.
Reduction of Path Vector Sparsity: This optimization tries to

reduce the sparsity of unknown path vectors by inferring from
recovered path vectors. The intuition behind it is that if we know
the existence of some intermediate nodes prior to path recon-
struction, we can treat their elements in the path vector as zeros
such that reduces the vector sparsity. As a result, fewer packets
are needed to reconstruct the path.
After a path gets recovered, CSPR may potentially reduce

the path vector sparsity of another path . To control the com-
putation overhead, in current CSPR, path vector sparsity reduc-
tion is only applied for a path having the same source and
path length as . For an intermediate node at the th hop
along path hash values

, are obtained by feeding the product of
to the hash functions. If all bits in the Bloom filter of
path are 1’s, we denote the input is contained by
of path . Node is thus considered to be included in path as
well at the same hop with a high probability. Therefore, CSPR
can opportunistically omit the element for node in the path
vector of path and the vector sparsity is reduced by one. By
excluding all intermediate nodes (of path ) contained in path
's Bloom filter, the original formulation transforms to a new
version . In particular, by removing the annotations
from nodes passed the testing of path , each element in
only preserves the summation of node ID and coefficient prod-
ucts for the remaining nodes in path . Similarly, the recovered
only contains nonzero values for those preserved nodes. A re-

duced space only including nodes for the remaining hops can
be constructed as well. Finally, the number of needed packets
for the path reconstruction is largely reduced.
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Fig. 8. Example for reduction of path vector sparsity.

For example, in Fig. 8, CSPR has recovered path in
Fig. 4 and tries to reduce the path vector sparsity of . Among
four intermediate nodes (8, 9, 5, and 2) in , the nodes 8, 5,
and 2 are tested to be contained by of . The path vector
sparsity of is thus reduced to 1. The products of their node
ID and coefficients are deducted from for to form , in
which only the product of the node ID and the coefficient for
the second hop node in remains. The reduced space for
the new equation is constructed by candidate nodes at that hop,
i.e., first-hop receivers of 8, .
Path vector sparsity reduction is launched when a new path

is correctly reconstructed and there exists unrecovered paths
having the same source and path length as this one. Similar to
packet misclassification, a node might be false positively re-
moved from the path vector in the Bloom filter testing phase.
In this case, the inferred path is incorrect and cannot pass the
path verification. Fortunately, with a proper Bloom filter setting,
false positive scenario is rare in CSPR.
Heuristic Path Scanning: For those path groups with insuf-

ficient accumulated packets even after a long time, this com-
ponent is designed to scan possible paths for them based on
the learned network topology. It is triggered when the path re-
construction deadline of a path group is approaching. As this
scheme is relatively computation intensive, it recovers path not
only for the group that triggers its execution, but also for other
unrecovered groups whose paths have the same source, ,
as this group at the same time.
Starting from the source node of the path group that triggers

heuristic path scanning, CSPR builds a directed graph covering
all nodes in the reduced representation space . For any two
nodes and in , if node is in the first-hop receiver set
of node , i.e., , CSPR adds an arrow from to . This
component enumerates all possible paths from source node to
the sink in the directed graph. For each enumerated path, CSPR
treats it as a newly reconstructed path and applies the path ver-
ification procedure to check whether it is a valid path for some
unrecovered group whose path is originated from node . As
a result, heuristic path scanning can recover paths for multiple
path groups.

IV. PERFORMANCE EVALUATION
In this section, we evaluate the performance of CSPR with

comparisons to two state-of-the-art approaches based on a 29
TelosB mote testbed and the CitySee packet trace.

A. Evaluation Setup
Compared Approaches:We compare CSPR to the two state-

of-the-art approaches, Pathfinder [16] and MNT [20]. For fair-
ness, we implement the path speculation in Pathfinder [16] as a

remedy method for both Pathfinder and MNT to improve their
performances when anchors are lost. We add 1-B XOR field into
packet header for MNT as checksum, similar with Pathfinder, to
verify the reconstructed paths. For all the three approaches, we
define the same path recovery delay bound to meet practical
requirements. In general, the three approaches will reconstruct
packet paths following their core principles (referred to as core
method) and employ the remedy methods (heuristic path scan-
ning for CSPR and path speculation for Pathfinder andMNT, re-
ferred to as remedy method) to reconstruct those failed packets
when path recovery delay bound is approaching. All approaches
are running on a desktop PC with dual-core 3.16 GHz CPU and
4 GB RAM. The execution of remedy methods have a time limit
of 1 s to avoid excessive computation overhead.
Performance Metrics: The recovery accuracy for each node

is calculated as %. Similarly,
the recovery false positive for each node is computed as

%. The path recovery
delay for packet is defined as sequence number offset

(with no reordered packets). The path of packet
is successfully recovered after packet , generated by the same
source as packet , is received. We set the bound , which
means a remedy method will be employed to search possible
paths when another 50 packets of the same source are received.
Small will reduce the overall recovery delay but trigger
much more computation overhead. Intuitively, the approach
with higher recovery accuracy yet lower false positives and
smaller path recovery delays is expected for per-packet path
reconstruction in WSNs.

B. Testbed Experiments

We implement CSPR on TelosB mote and use a 29-node
testbed to validate its feasibility and applicability. Twenty-nine
TelosB motes are uniformly distributed in a square area. One
node acts as the sink and is placed at the top left corner. Due
to the limitation of experimental space, we configure the trans-
mission power of each TelosB mote to the minimum level, and
thus the communication range of each sensor node would be
about 15 cm. To include the and two fields into the
packet, we preserve the default packet header format and append
them at the end of the payload. It provides the most flexibility
to avoid additional communication overhead for the packets that
do not need the path reconstruction, e.g., control traffics, which
are usually exchanged among neighbors. In the experiments,
each node generates packets randomly with an average inter-
packet interval of 1 s. Within the network, each intermediate
node along a path updates the packet header following the re-
quirements of each approach. The sink receives packets from
network and separately executes the three approaches to recon-
struct packet paths. The actual path is recorded in packets as
ground truths. The experiment lasts for about 50 min and col-
lects 60 000 packets.
The sink records the path reconstruction progress of each ap-

proach every 30 s. Concretely, for each approach, the portions of
packets accurately recovered with only the core method and the
complete approach are both computed. The evolution of path re-
construction progress of each approach is plotted in Fig. 9. From
the figure, we find that Pathfinder and MNT can only recon-
struct 47% and 36% packet paths based on their core methods,
respectively. Most reconstruction failures are caused by packet
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Fig. 9. Path reconstruction progresses with the core and complete methods of
each approach.

Fig. 10. Portion of packets recovered by core and remedy methods of each
approach. (a) CSPR. (b) Pathfinder. (c) MNT.

losses (about 38% packet loss rate during experiment). With
no fixed packet generation interval, Pathfinder loses its accu-
racy in locating anchors, which further harms the performance.
Assisted by the remedy method (i.e., path speculation), they
can achieve similar accuracy as the core method of CSPR, i.e.,

%. With heuristics path scanning, CSPR achieves accuracy
of 100%. Fig. 10 further presents the detailed per-node path re-
construction performance. Twenty-four nodes can recover their
packet paths just by the core method of CSPR. With respect to
the other two approaches, however, most nodes achieve a good
recovery accuracy via remedy method.
Rather than reconstructing path for each individual packet,

CSPR distinguishes each path and reconstructs a routing path
for a group of packets. As a result, once a path group has re-
covered its path, the future packets belonging to this group can
easily obtain their paths through path verification. The already-
recovered paths benefit all subsequent packets and can reduce
the overall path recovery delay. In Fig. 11, we present the packet
path recovery delay distribution of each approach. According
to the statistics, for such a small network, CSPR reconstructs
all paths based on a very small portion of packets % , and
then obtains the paths of subsequent packet % with no re-
covery delay. When the core methods of Pathfinder and MNT
fail to reconstruct the paths, the remedy method would be used
before the expiring of bound . We see that 31.5% and 40.8%
packets have great path recovery delay for Pathfinder
and MNT, respectively. Though the remedy method can be im-
mediately used once the core method fails, it triggers tremen-
dous computation overhead.

Fig. 11. Distributions of packet path recovery delay for each approach.

Fig. 12. (a) Path recovery delay distribution of delayed packets. (b) Routing
path length distribution of delayed packets.

We further analyze the detailed recovery delay performances
for those delayed packets by CSPR. From Fig. 12(a), we find
that only a few packets are really recovered with great path
recovery delay (e.g., ). For most delayed packets, CSPR
can still reconstruct their actual routing paths with a short
waiting time, which is less than 10 packet intervals (corre-
sponding to about 10 s in our testbed experiments). For those
delayed packets, we also study the distribution of their routing
path lengths and plot the results in Fig. 12(b). The packets
traveling longer routing paths tend to be recovered later, which
accords with intuitions. This is because the packets needed
for successful path reconstruction by CSPR is about

, which is proportional to the routing path length .
Note that in the small testbed network with 29 nodes, only a
small portion of packets travel with long paths, e.g., hops.
Thus, the number of delayed packets in Fig. 12(b) becomes
smaller when the path length is greater than 7.

C. Trace-Driven Simulations

To evaluate the scalability and efficiency of CSPR in practical
large-scale and more dynamic networks, we conduct extensive
trace-driven simulations by leveraging the practical packet trace
from the real-deployed and large-scale WSN CitySee [29], as
introduced in Section II-B. The packet trace includes packets
from a network of 245 nodes with 174 829 packets in total.
CSPR includes three components to make per-packet path re-

construction a success, i.e., the compressive-sensing-based path
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Fig. 13. (a) CDF of path recovery accuracy. (b) Distribution of path recovery
delay.

reconstruction component (referred to as Basic), the path re-
construction optimization component based on path representa-
tion space shrink and path vector sparsity reduction (referred to
as Boost), and the heuristic path scanning component (referred
as Scan). To examine their efficiencies, we separately perform
path reconstruction based on the Basic component, the Basic
and Boost components, and all of the three components, and
measure the recovery accuracy and recovery delay in the three
execution cases. We present the CDF of recovery accuracy in
Fig. 13(a) for the three execution cases. For most nodes, the
Basic reconstructs paths for the greatest portion of packets, i.e.,
about 63.0%,which demonstrates its efficiency. Benefiting from
the learned network topology and recovered paths, the Boost re-
covers paths for 17.4% more packets. The Scan contributes a
considerable portion as well, which brings 15.2% accuracy pro-
motion further. On the other hand, both Boost and Scan reduce
the overall path recovery delay. In Fig. 13(b), we plot the sta-
tistical results of path recovery delay for all packets according
to whether a packet path is recovered with zero delay, within
the recovery delay bound , beyond the bound or not recov-
ered at all. Thanks to Boost and Scan, many more packet paths
can be recovered with much less delay. Overall, about 32%
packets benefit from such optimizations and can recover their
paths within the bound .
We apply the three approaches, i.e., CSPR, Pathfinder, and

MNT, to reconstruct packet paths in the CitySee packet trace.
In Fig. 14, we plot the path reconstruction progress for each
approach with its core method and the complete method. Both
Pathfinder and MNT perform poorly when only executing their
core methods with recovery accuracy no more than 70% and
50%, respectively, at all time. Due to influences of topology dy-
namics and packet losses, the core methods of Pathfinder and
MNT frequently fail to identify anchors for packets, and thus
use the remedy method to recovery those packet paths. With
the remedy methods, they achieve a higher final recovery accu-
racy 74% and 62%, respectively. The curve sharps of Pathfinder
and MNT in Fig. 14 implicitly reflect the continuous influences
of packet losses. One lost packet may be the anchor for many
packets. On the contrary, CSPR achieves an accuracy 80.4%
even only with its core method. With the remedy method, CSPR
performs better and has a stable accuracy around 95% with the
final accuracy 96%.
We further summarize the CDFs of path recovery accu-

racy and false positive, for each approach, in Fig. 15. From

Fig. 14. Path reconstruction progresses with the core and complete methods of
each approach.

Fig. 15. (a) CDF of path recovery accuracy. (b) CDF of false positive for each
approach.

Fig. 15(a), we find that CSPR outperforms Pathfinder and
MNT with significant advantages. Pathfinder and MNT per-
form poorly in the practical packet trace, which experiences
severe topology dynamics and packet losses as revealed in
Section II-B, with recovery accuracies of most nodes falling
in the range between 50% and 80%. Only 23% and 45%
nodes for MNT and Pathfinder, respectively, can achieve an
accuracy %, while CSPR makes 95% nodes reach such
level. Furthermore, about 85% nodes achieve a high accuracy

%. Overall, the average recovery accuracies for MNT,
Pathfinder, and CSPR are 62%, 74%, and 96%, respectively. In
Fig. 15(b), we see nonnegligible false positives in Pathfinder
and MNT, both of which verify the recovered paths mainly
based on the XOR field in packets. Pathfinder checks the result
with more information recorded in packet, and thus has fewer
false positives than MNT. Such path verification manners
result in on average 11% and 15% false positive for MNT
and Pathfinder, respectively. Thanks to the path verification
component enabled by the field, CSPR almost has no
false positive.
We present the distribution of path recovery delay in

Fig. 16(a), which also classify packets into four categories
according to the path recovery delay of each packet. Note that
the packets with false positive recovered paths are viewed as
unrecovered. Overall, the timely recovered packet portions,
i.e., packets in the first two categories, for MNT, Pathfinder,
and CSPR are 60%, 73%, and 91%, respectively. It is worthy
to note that CSPR recovers paths for the most packets with
zero delay. Because of the packet classification mechanism
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Fig. 16. (a) Distribution of path recovery delay. (b) Portion of packets benefited
from the already-recovered paths.

Fig. 17. (a) Percentages of paths reconstructed on time and with delays.
(b) CDF of path recovery delays with different path lengths (i.e., ).

in CSPR, a great portion of packets can recover their paths
at a negligible cost of only executing path verification with
the recovered paths in path groups. In Fig. 16(b), we further
plot the portion of packets that benefit from such mechanism.
After an accumulation phase of recovered paths, CSPR can find
correct paths for about 65% packets. As a result, CSPR avoids
repeating reconstruct those frequent traveled paths.
To understand the relation between the routing path length

and path recovery delay in large-scale sensor networks, we plot
the percentages of paths recovered on time and with delays with
respect to the routing path length in Fig. 17. Concretely, we clas-
sify all packets according to their routing path lengths, and for
each specific routing path length we calculate the ratios for both
the packets that are timely reconstructed and the packets that
are recovered with delays. According to Fig. 17(a), the longer
routing paths packets have traveled, the more likely their paths
will be reconstructed with delays, which coincides with the con-
clusion of Fig. 12(b). This is because CSPR needs to accumulate
more packets to enable compressive-sensing-based path recon-
struction for the longer routing paths. To further understand the
distribution of path recovery delays, we plot Fig. 17(b) to show
the CDF of the recovery delays for each specific path length.
From Fig. 17(b), we find that in general the longer a path the
packet travels, the larger recovery delay it will suffer. For ex-
ample, about 58% packets traveling on paths with length of
7 hops can be reconstructed within 40 packet intervals, while
about 80% packets traveling on paths with length of 3 hops can
be recovered.

Fig. 18. Program execution time of compressive-sensing-based path recon-
struction by CSPR versus the routing path length.

CSPR is a lightweight path reconstruction approach, and the
overhead of the compressive sensing recovery, e.g., CoSaMP, is
negligible on a server. In Fig. 18, we measure the program exe-
cution time as the performance metric to further understand the
computation overhead of our design. For different routing path
lengths, we plot the reconstruction delays, which are mainly
caused by the compressive sensing recovery. Fig. 18 shows that
the overhead due to compressive sensing recovery is negligible,
which is less than 100 ms for all routing path lengths observed
in the experiments.
In Section II-B, we have already observed about 20% natural

packet losses. To examine the impacts of severe packet losses to
the path reconstruction performance of each approach, we fab-
ricate extra packet losses by randomly removing packets from
the original trace. We present the recovery accuracy and false
positive of each approach with various extra packet loss rates in
Fig. 19. The extra packet loss rate labeled “0” corresponds to
the original trace. With more packets lost, the performance of
MNT drops quickly. MNT becomes to be not applicable, with
accuracy %, when the extra packet loss rate beyond 15%.
The performance of Pathfinder is also affected, with accuracy
dropping from 74% to 66%. These results illustrate that packet
losses indeed have a strong impact on the performances of ap-
proaches relying on interpacket correlation. When anchors are
lost, Pathfinder and MNT use the remedy method to search pos-
sible paths for packets and thus introduce false positives, due
to their relaxed path verification manners. From Fig. 19(a), we
observe nonnegligible false positives for Pathfinder and MNT
with averages ranging from 4% to 15%. Contrastively, CSPR is
insensitive to packet losses and achieves stable accuracy %
with no false positive.
Overhead Comparison: Finally, we investigate the de-

sign overhead among our method, MNT, Pathfinder, and the
straightforward method (named as DirRec) that directly records
the relay node ID sequence. In Table I, we compare the four
approaches from the following six aspects: the packet overhead,
the in-sensor storage, the in-sensor computation overhead,
the time complexity for each path reconstruction operation,
the number of packets required in each path reconstruction
operation, and the frequency of path reconstructions.
In summary, CSPR introduces comparable packet overhead,

in-sensor storage, and computation overhead with other three
approaches, but higher computation overhead at the server side
for each run of the path reconstruction. However, in CSPR, after
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TABLE I
COMPARISON AMONG DIFFERENT PATH RECONSTRUCTION APPROACHES

Fig. 19. (a) False positive and (b) recovery accuracy of the three approaches
with various extra packet loss rates. Each value is an average of 10 runs.

one routing path was recovered, all the following packets trav-
eling the same routing path do not need explicit path recovery.
Therefore, the computation overhead amortized to each indi-
vidual packet is negligible. As we have investigated in this sec-
tion, the routing paths for about 99% and 65% of packets do
not need to be explicitly reconstructed on our testbed and the
CitySee packet trace, respectively.

V. RELATED WORK

Routing Path Reconstruction: CAPTRA [35] identifies a
packet path through the coordinations among nodes in a net-
work-wide scale. Alam et al. [2] adopt a probabilistic packet
marking technique to trace the provenance of a packet. Both
of the works cannot realize per-packet path reconstruction as
CSPR. PathZip [25] compresses path information of a packet
into a hash value and obtains the packet path by matching
all possible paths with the hash value. As the computation
complexity grows exponentially with the network size, PathZip
may not scale to work with large networks. Pathfinder [16]
and MNT [20], the two state-of-the-art approaches, recon-
struct packet path relying on interpacket correlation. Their
performances, however, are severely influenced by topology dy-
namics and packet losses, just as demonstrated in Section II-B.
Different from them, CSPR is insensitive to network dynamics
and lossy links due to its distinct design. In [24], we have re-
ported the preliminary design of CSPR. In this journal version,
we supplement the path vector sparsity reduction technique,
perform more solid testbed and trace-driven evaluations for
both the original design and the new technique, and provide
detailed comparison between CSPR and the state-of-the-art
approaches.

Network Tomography: Network tomography in wired net-
works has been well studied, and tremendous approaches have
been proposed to investigate the internal behaviors [8], [14]. By
actively generating probe packets from network nodes, network
tomography mainly aims to recover the network topology or
infer some link-level characteristics [27], e.g., delay or packet
loss [34]. Restricted by the available resources, extensive
probes are prohibited for network topography in WSNs. Re-
cently, many works have been proposed to achieve network
tomography in WSNs by leveraging statistical methods [32],
group testing [7], compressive sensing [37], and optimization
methods [15]. Compared to those works, CSPR reconstructs
routing path for each individual packet without triggering extra
probe packets.
Network Diagnosis: Network diagnosis aims at inferring the

root cause for abnormal networking symptoms and maintaining
the health of deployed WSNs. Relying on the collected system
metrics from network, Sympathy [33] pinpoints the root cause
of network failures through a decision tree. PAD [23] captures
abnormal events and infers the root cause for the observed
abnormity in a probabilistic manner. The active packet marking
scheme in PAD can only recover one routing path for each
source node, while the underlying network topology is required
to be relatively stable. PD2 [6] is a data-centric approach that
locates performance problems based on data flows. D2 [10]
detects and diagnoses anomaly by mining network symptoms.
AD [30] exploits the correlation among different system met-
rics to discover silent failures. Existing works in this category
are orthogonal to CSPR and are potentially benefitted from the
outputs of CSPR for more accurate and fine-grained diagnostic
results.

VI. CONCLUSION
In this paper, we present the CSPR, a compressive-sensing-

based path reconstruction approach. Different from the state-of-
the-art approaches, CSPR is inherently insensitive to network
dynamics and lossy links. Extensive evaluations through both
testbed-based experiments and trace-driven simulations show
that CSPR outperforms the state-of-the-art approaches in var-
ious network settings.
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